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Abstract. Redirected walking applications allow a user to explore large
virtual environments in a smaller physical space by employing so-called
redirection techniques. To further improve the immersion of a virtual
experience, path planning algorithms were developed which choose redirection techniques based on the current position and orientation of the
user. Furthermore, additional algorithms were developed to guarantee
the user’s safety at all times. In order to ensure a reliable performance,
both safety and planning algorithms depend on accurate position tracking which is commonly provided by an external tracking system. The
disadvantage of this kind of tracking is the time-consuming preparation of the physical environment, which renders the system immobile.
A possible solution to eliminate this dependency is to replace the external tracking system with a state-of-the-art inside-out tracker based on
the concept of Simultaneous Localization and Mapping (SLAM). SLAM
algorithms track the position and orientation of a sensor by fusing various
measurements and using a continuously generated and expanding map of
its surroundings. However, the information contained in this map is not
suitable for existing safety and planning algorithms due to its featurebased localization properties.
In this paper, we present an approach in which we attach a commercially available SLAM device to a head-mounted display to track the
head motion of a user. From sensor recordings of the device, we extract
environmental information speciﬁcally suitable for existing path planner and safety algorithms of a redirected walking application using a
sequence of algorithms. Accordingly, the resulting spatial data consists
of 2D coordinates describing closed polygons which are used to approximate the geometry of the walkable area. This geometrical data can then
be streamed to the redirected walking application.
Keywords: Human-centered computing – Virtual reality
Computing methodologies – Tracking
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Introduction

Redirected walking (RDW) is used in immersive virtual reality applications and
allows a user to explore an extensive virtual environment in a smaller physical
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space while walking freely. In order to achieve RDW, the user’s real walking path
is manipulated by applying so-called redirection techniques (e.g. scaling translational mapping of the user’s movement between the real and the virtual world).
Early approaches mainly focused on simple behaviour like guiding a user away
from physical boundaries such as walls (e.g. Steer-to-Center, S2C [13]), whereas
newer, more sophisticated algorithms (e.g. MPCRed [10], FORCE [19]) actively
plan for future situations. However, it is still inevitable that a user will at some
point approach a physical boundary which may lead to a collision. To prevent
such a collision, diﬀerent safety measures were developed over the years (e.g.
resets [17], wall warners [18]). For both, the path planners and safety measures, it
is crucial to have access to accurate information about the user’s position and orientation with respect to the real physical space. Therefore, state-of-the-art RDW
applications rely on external tracking systems, which render the whole system
immobile and inﬂexible due to time-consuming calibration and set-up processes.
In order to address this issue, we replace the external tracking system with a
commercially available inside-out tracker which is based on a simultaneous localization and mapping (SLAM) algorithm. In SLAM tracking, the environment is
continuously recorded, points of interests, so-called features, are extracted using
feature detection algorithms (e.g. SIFT [9]) and a map is generated, in which
these feature locations are stored. The algorithm then continuously refers to this
map to determine the orientation and position of the tracker by recognizing previously recorded features. However, these features have no geometrical meaning
in a spatial sense, because they are basically simple pixel clusters with speciﬁc
properties (e.g. strong change of contrast along a speciﬁc axis). Since safety and
planning algorithms for RDW speciﬁcally require spatial polygonal information
describing the geometry of the surroundings, a way of providing a map in a
suitable form is required.
In this paper, we show a sequence of algorithms which extract spatial information about the geometry of the surroundings by evaluating raw data captured
by a Google Tango Yellowstone tablet1 . To this end, this spatial information was
provided manually to the system by identifying the 2D coordinates of the corners
of the rectangular tracking space. Consequently, the goal is to automatically represent physical boundaries or obstacles similarly in the form of closed polygons,
each described by a set of control points (i.e. 2D coordinates). After discussing
the related work, the paper introduces the system architecture for extracting
spatial data from the point cloud that is suitable to be used for a later RDW
algorithm (i.e. a S2C). Since such an extraction is computationally expensive, it
cannot be run on the tablet only, but instead a suitable workload distribution
between the tablet and an external notebook is proposed. The remainder of the
paper shows the individual components of this algorithm more in detail and concludes with the presentation of achieved results and an outlook on future work.
For completeness, all relevant design variables used in the algorithms are listed
in the appendix.
1

https://developers.google.com/tango/.
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Related Work

RDW was ﬁrst introduced by Razzaque et al. [14], showing that a virtual room
can be larger than the available physical space by employing a simple redirection
technique which manipulated the user’s rotation around his own axis (i.e. rotational gain). Further redirection techniques, such as scaling translational movement [16] and altering the walking path by adding a curvature distortion [12],
were introduced in the following years. Furthermore, Field et al. [4] described
target-oriented approaches such as steer-to-orbit which are used to select the
most suitable redirection techniques based on the current position and orientation (i.e. state) of the user. Later, Zmuda et al. [19] introduced the ﬁrst approach
evaluating potential future user states for the selection of redirection techniques.
Nescher et al. [10] further presented a model predictive controller MPCRed,
which is used as a path planner solving a receding horizon optimal control problem in order to choose the most appropriate redirection technique.
Since the user cannot see the real environment, it is crucial to have reliable
safety measures which stop him if a collision with any physical object or boundary would occur otherwise. A commonly used technique to stop a user from
colliding is a reset mechanism (or also called reorientation) which was shown
by Williams et al. [17]. During a reset, a user is instructed to turn on the spot,
while a rotational gain is applied which scales the mapping between the real and
the virtual viewing direction. Besides reset techniques, a more recent approach
is a multi-phase wall warner by Zank et al. [18], which gradually overlays real
world boundaries to the virtual environment if a collision is imminent based on
walking speed and distance to the wall.
Due to technical limitations, SLAM-based RDW implementations have not
been realised so far. However, Bachmann et al. [1] mentioned a potential application for SLAM integration into a low-cost portable immersive virtual environment system. But this approach was focused on a 1:1 mapping of a user’s motion
between the real and the virtual worlds. Further, a more speciﬁc proposition was
shown by Nescher et al. [11] introducing a concept for ad hoc free walking in virtual environments and RDW. This concept mainly showed a potential hardware
setup and additionally pointed out that existing planning algorithms cannot be
applied directly because of missing information (e.g. for S2C, a clear center point
cannot be deﬁned without known system boundaries). A diﬀerent approach by
Sra et al. [15] focused on the extraction of a walkable area from a prerecorded
scan of the environment, which may potentially be used as an input for planning and safety algorithms, however, the algorithmic part was performed oﬄine.
More recent approaches to an algorithmic online extraction of planning data
from SLAM point clouds were introduced by Hirt et al. in [6,7].

3

Methodology

As proposed in Nescher et al.’s ad hoc free walking, we use a Google Tango
Yellowstone tablet in our paper. The tablet provides a six degrees of freedom
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SLAM tracking by fusing various sensor measurements. It is attached to the
front of a head-mounted display to align the user’s and the tablet’s ﬁeld of view.
Consequently, the head position and orientation of the user can be calculated at
any given time using the tablet’s tracking data and a previously measured static
oﬀset between the tablet and the user’s head. As explained before, the SLAM
algorithm continuously populates a map with features found in the recorded
environment, but this particular map is unsuitable for the existing planning and
safety algorithms due to its fundamentally diﬀerent structure. Both algorithms
were originally designed to receive a set of 2D coordinates (i.e. control points)
forming a closed polygon which describes the physical boundary of the tracking
space. The previously employed external tracking system covered a rectangular
tracking area which was deﬁned by four control points in the respective corners.
Since the dedicated tracking area was stationary, the coordinates were manually
measured and entered into the system. For SLAM, the tracking space is not
known beforehand and is continuously expanding. Consequently, the map needs
to be updated regularly. Since it cannot be assumed that the tracking area is
completely free of obstacles, it is important to detect the outer boundary as well
as obstacles lying within this tracking area.
In our approach, we access the measurements of the IR depth sensor on the
rear side of the tablet, which scans its surroundings with 5 Hz up to a distance
of 3 m. The reﬂected infrared rays are analysed using time-of-ﬂight which results
in a 3D point cloud containing coordinate triplets. Each of these coordinate
triplets represents a reﬂection of a single IR ray in the environment and thus
the cloud describes the surface of recorded objects. These triplets are recorded
with respect to the origin of the coordinate system which is initialised at the
tablet’s position when the application is launched. Due to the large amount of
data in such a point cloud, it cannot be transferred directly over the network
for further processing, but needs some preprocessing to reduce the amount of
data. However, the tablet’s CPU power is very limited and the SLAM algorithm
already requires most of its capacity. Thus, a careful distribution of the workload
on the tablet and on a remote notebook is important, also taking into account
the available network bandwidth.
Using this data recorded by the tablet’s depth sensor, we apply a sequence of
algorithms in order to extract a spatial description of the environment, which can
later be used for RDW algorithms. Accordingly, the ﬁnal representation will consist of a set of 2D control points describing the outer physical boundary as well
as of objects lying in the vicinity. The system architecture of the data extraction
process is shown in Fig. 1. The recorded 3D point cloud is fed into a preprocessing step on the tablet which continuously generates two diﬀerent maps (a wall
map and an occupancy map) of the surroundings. This preprocessing needs to be
done on the tablet due to the limited network bandwidth. Additionally, splitting
the preprocessing into two separate maps is necessary to achieve both, a fast
and accurate representation. Since the Tango tablet also runs the SLAM algorithm as well as the two preprocessing stages, further computations are severely
limited. Therefore, the wall map and the occupancy map are transmitted via
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wireless network to a more powerful notebook. The notebook is used to run the
computationally more demanding tasks of fusing the sub-maps into a world map
and extracting geometrical shapes in the form of control points from it. Finally,
the tracking information determined by the SLAM algorithm and the extracted
set of control points are transferred to a RDW application (i.e. RDW Minimal)
running on the notebook, which consists of a basic virtual environment with a
simple S2C algorithm and safety measures (i.e. a wall warner and resets). The
following subsections will describe this architecture more in detail.

Fig. 1. System architecture showing the individual subroutines.

3.1

Wall Map

The wall map has the purpose of representing an outline of large vertical structures such as walls of the tracking space. The update rate is slower compared to
the second sub-map, however, the accuracy is higher. This is essential to maximise the walkable area while ensuring the safety of a user at the same time. The
wall map extraction consists of several subroutines that are described more in
detail next.
2D Projection. So far, path planners in RDW were only realised for walking
in 2D. Hence, the 3D point cloud is projected along the gravitational axis onto
a grid with 10 × 10 mm resolution which is parallel to the ﬂoor. At the same
time, all measurements belonging to the actual ﬂoor are eliminated, since these
are not required for identifying vertical structures. The resulting projected and
discretised 2D point cloud is shown in Fig. 2 next to a sketch of an evaluation
space (2.5 × 5.5 m).
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Fig. 2. 2.5 × 5.5 m evaluation space (left) and a 2D projection of several 3D point
clouds recorded in the area (right).

Confidence Filter. The projected 2D point cloud contains walls as well as
noisy measurements and obstacles which hinders a clean extraction of the walls.
Consequently, a ﬁlter is designed to address this issue. It is expected that high
vertical structures like walls projected onto a horizontal plane will result in areas
of higher point density compared to horizontal objects or noise. Thus, an integer
value is calculated for each cell of the grid on which the point cloud is projected.
This integer value is increased with each projected point into the respective grid
cell. Next, a conﬁdence threshold cT is used to distinguish between low and
high conﬁdence grid cells. Even applying low thresholds removes low conﬁdence
cells which already reduces noise considerably. Increasing cT results in a cleaner
outline of the physical space by suppressing obstacles as well, which simpliﬁes
further calculations signiﬁcantly. Figure 3 shows a comparison of diﬀerent values
for the conﬁdence threshold.
Line Extraction. The purpose of line extraction is to ﬁnd line segments within
a given set of points. Applying such a line extraction allows reducing the description of a single wall segment from a set of points to a pair of coordinates. Due
to its low complexity while still maintaining accuracy, a Random Sample Consensus (RANSAC [5]) is implemented here. Figure 4 shows the line extraction
applied to a scan of the evaluation space. The line extraction runs in real-time
and terminates with 40 line segments on average for our evaluation space. The
RANSAC algorithm detects the lines reliably, but tends to extract segments
which are short in length (ca. 1.5–3 m).
Alignment. In a ﬁnal step, short line segments are merged to longer lines
such that slight orientation diﬀerences are smoothed and close segments are
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Fig. 3. Comparison of diﬀerent threshold values cT = {0, 1, 2, 3} for the conﬁdence
ﬁlter, cT increasing from left to right.

Fig. 4. Applying the line extraction to the projected point cloud results in 40 line
segments on average which are roughly 1.5–2 m in length.

connected. The alignment algorithm needs to be fast and must not remove crucial
spatial information such as open doorways. Consequently, a simpliﬁed version
of the approach shown by Liu and Huang [8] is implemented, which merges two
segments based on the smallest Euclidean distance dA and their diﬀerence in
orientation αA . Applying the alignment algorithm to the extracted line segments
reduces the number of lines to 8 line segments on average (see Fig. 5).
3.2

Occupancy Map

The wall map which is speciﬁcally used for walls and similar objects, works precise, but slow. Additionally, objects within the tracking space are discarded for
a cleaner extraction. Therefore, a second representation is needed to compensate for the slow update rate and the discarded measurements. For this reason,
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Fig. 5. Applying the alignment to the extracted line segments reduces the average
number of segments from 40 to 8 which vary in length but are able to cover the full
length (6 m) of the evaluation space.

an occupancy grid [3] is designed using a 2D array. The grid covers an area of
6 × 6 m, which is limited by the depth sensor’s range, with the device located
in the center. The occupancy grid is oriented parallel to the ﬂoor and consists
of cells that contain the real objects’ outlines. In this case, each cell of the grid
can have one out of three states: PENDING, FREE or OCCUPIED. In order
to limit the amount of data that needs to be transmitted, the grid cell resolution is gradually reduced with the distance to the device (see Fig. 6). The
smallest cell size is deﬁned as A0 = 100 × 100 mm and the maximum size is set
to Amax = 1200 × 1200 mm. Furthermore, the occupancy map needs to include
moving objects in the scene. Thus, the grid is generated anew with each recorded
point cloud and is immediately transferred to the notebook.
For every update of the occupancy map, each cell is initialised to the PENDING state and the recorded 3D point cloud is separated into a ﬂoor cloud and
an obstacle cloud (see Fig. 7). Note that in contrast to the wall map, points
belonging to the ﬂoor are not discarded. In order to populate the map, the ﬂoor
cloud is projected onto the occupancy map ﬁrst. Each cell holds an integer value
n denoting the number of projected points. If a previously determined threshold
nf ree is exceeded, the state of the cell is changed to the FREE state. When all
ﬂoor points are mapped to the grid, n is reset to 0 for all grid cells. Then, the
same mapping procedure is repeated for the obstacle cloud, but changing the
state to OCCUPIED if n exceeds a second threshold nocc . The order of projection is crucial from a safety perspective, since it may occur that measurements
are taken in the ﬂoor space and the obstacle space simultaneously for the same
cell (see Fig. 7). Using this order allows cells to switch from PENDING to FREE
ﬁrst and ﬁnally to OCCUPIED, but not the other way around.
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Fig. 6. The occupancy grid, each color indicates a diﬀerent cell size between 100 ×
100 mm (yellow) up to 1200 × 1200 mm (purple), with the device located in the center
cell (green). Note that the depth sensor has a lower range limitation at 400 mm (red)
given by hardware. (Color ﬁgure online)

Fig. 7. Projection of the point cloud - the point cloud is split into a ﬂoor cloud (blue)
and an obstacle cloud (yellow). Projecting both clouds may result in overlapping areas.
(Color ﬁgure online)

3.3

World Map

Both maps are transferred with a diﬀerent frequency to the external notebook
and diﬀer considerably in structure. It is therefore necessary to have a method
that reliably fuses the information contained in both maps. Due to its simplicity
and compatibility with the two sub-maps, a high resolution (10 × 10 mm) occupancy grid is chosen which allows the states PENDING, FREE and OCCUPIED.
In order to take the varying accuracy of the two recorded sub-maps into account,
a value Γc is introduced which describes the occupancy of each grid cell c. In
general, deﬁnition (1) for Γc holds for the world map at all times.
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⎧
⎪
⎨P EN DIN G
cell state = F REE
⎪
⎩
OCCU P IED

if Γc = 0
if Γc < 0
if Γc > 0

(1)

The initial value of Γc is 0 for all cells, which indicates that no information
has been recorded yet for this cell. During recording, this value is calculated
iteratively for each cell c as shown in Eq. (2).
Γc = Γc,old + sc · wc

(2)

with sc being the state value and wc denoting a weighting coeﬃcient. The state
values sc are deﬁned as shown in deﬁnition (3) and are directly extracted from
the transmitted occupancy map.
⎧
⎪
if the cell is PENDING
⎨0
(3)
sc = 1
if the cell is OCCUPIED
⎪
⎩
−1
if the cell is FREE
The weighting coeﬃcient wc is used to compensate for the decreasing depth
sensor accuracy in the map fusion. Since the grid cells of the occupancy grid are
already adjusted accordingly, the size of the smallest cell A0 is used to calculate
wc for each cell c size as shown in Eq. (4).
wc =

A0
Ac

(4)

with Ac being the size of cell c. This allows high resolution areas of the occupancy
map to have a higher inﬂuence on the world map than lower resolution areas.
Because addressing the single cells in the world map is done repeatedly, the
values for Γc need to be limited to ensure that the world map can dynamically
adjust to moving objects or a changing environment. To prevent an unbounded
growth, an upper and a lower saturation value Γmax and Γmin are deﬁned. These
values are deﬁned symmetrically with respect to 0 (i.e. Γmin = −Γmax ).
The wall sub-map is transmitted in the form of coordinate pairs denoting the
corners of line segments. In order to ﬁll in the line segment between the respective
corners, a modiﬁed Bresenham algorithm [2] is used to approximate the line. In
general, the Bresenham algorithm is an approximation algorithm that determines
the shortest connection between two points in a tessellated environment using
an error minimization model. The algorithm therefore approximates a straight
line addressing the single cells in between. Moreover, because the wall map is
considered to be more accurate than the occupancy map, the respective value Γc
for each aﬀected cell c is set to the upper saturation value as shown in Eq. (5).
Γc = Γmax

(5)

The algorithms are tested in a larger room (6 × 6 m), adding a single obstacle
in the area to simplify the evaluation. The results are shown in Fig. 8. Whereas
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the geometry of the surroundings is clearly recognizable in the world map, there
are lots of artefacts close to walls and objects.

(a) Model of the evaluation space for
the world map with labeled objects
- black: occupied, grey: free.

(b) Recorded world map for the evaluation space - black: occupied (saturated), dark grey: occupied, light
grey: free.

Fig. 8. Testing the map generation in an evaluation space (6 × 6 m).

3.4

Geometry Extraction

As shown previously, the desired input for the path planner and safety algorithms is a set of 2D coordinates describing closed polygons. One of the polygons
describes the outline of the walkable area, while each object within the area is
represented separately by an additional closed polygon.
Outline Detection. The ﬁrst step of the geometry extraction is to isolate all
grid cells in the world map which are considered to lie on the outline of an
object or a boundary. Consequently, all relevant cells belonging to an outline
are adjacent to the walkable area. Therefore, a modiﬁed ﬂood ﬁll algorithm is
implemented that searches the world map for grid cells satisfying these properties. In general, ﬂood ﬁlls are simple tools used to ﬁnd the area connected to a
given node. In our case, the algorithm searches for the connected area starting
from an initial cell, but only stores the information about the boundary instead.
The algorithm described in (1) spreads in all cardinal and ordinal directions
from the initial cell until an occupied cell (i.e. a wall or an obstacle) is hit.
In order to do so, a ﬁrst-in-ﬁrst-out stack is created containing the initial cell.
Removing the cell from the stack, all cardinal and ordinal directions are checked
for their state: OCCUPIED cells are added to the outline list and FREE or
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PENDING cells are added to the end of the stack. Each cell that has been
checked is marked accordingly to prevent the algorithm from evaluating it multiple times. This process is continued until the stack is empty, meaning that all
connected FREE or PENDING cells are checked and thus the complete outline is
identiﬁed.
Algorithm 1. Flood Fill
1: UserPosition ← SLAM Tracking
2: Add cU serP osition to Stack
3: while Count(Stack) > 0 do
4:
c ← Remove First Element
5:
for all Directions do
6:
if state(ctemp ) == OCCUPIED then
7:
Add ctemp to Outline list
8:
else
9:
Add ctemp to the End of Stack

Using such a ﬂood ﬁll means that two major issues need to be addressed which
are the choice of the initial position and prevention of inﬁnite searches. The initial
position always has to be within the same walkable area the user is in to only
detect the relevant outlines. Therefore, the algorithm is initialised from the cell
cU serP osition , on which the user is currently standing. Furthermore, the recorded
map may not enclose the user completely, which would result in an unbound
ﬂood spread due to not hitting any boundary conditions (i.e. occupied cells). In
order to avoid this, a temporary, rectangular bounding box sized 15 × 15 m is
placed around the initial user position (see Fig. 9(a)). Each edge of this bounding
box is dynamically expanded and moved further away from the user when he
approaches as shown in Fig. 9(b).

(a) An artificial bounding box (purple) is
placed around the user to avoid an infinite spread using the flood fill algorithm.

(b) The bounding box is dynamically adjustable and is pushed further back
when a user approaches.

Fig. 9. Conﬁning the ﬂood ﬁll algorithm using a bounding box.
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(a) Model of a simplified, artificial evaluation space. It features an obstacle
in the walkable area and a pending
space.
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(b) Outline detection - the flood fill is
initialised from the red user position
and detects all cells connected to the
walkable area.

Fig. 10. Simulating the outline detection in a simpliﬁed artiﬁcial environment - red:
user position, green: free space, cyan: pending space, grey: occupied space, black: identiﬁed outline. (Color ﬁgure online)

Note that for using this ﬂood ﬁll, it is necessary to treat PENDING cells
equal to FREE cells in order to allow exploration. Otherwise, the user would be
immediately engulfed by safety measures early on, since all cells are initialised
to a PENDING state. This would prevent further exploration and thus stopping
the expansion of the world map. Applying the outline detection to a simpliﬁed evaluation space (see Fig. 10(a)) results in the outline drawn in black in
Fig. 10(b).
Polygon Conversion. The result of the outline detection contains all cells
belonging to an outline of an object or the outer boundary of the physical space.
Algorithm 2. Polygon Extraction
1: while Count(Outline) > 0 do
2:
cinit ← withdraw a cell c from Outline list
3:
Initialize Polygon P
4:
ctmp ← cinit
5:
do
6:
ctmp ← Move one step along the Outline
7:
if Change of Direction then
8:
Add ctmp to P
9:
Remove ctmp from Outline list
10:
while ctmp = cinit
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However, the cells are arranged in the order in which they were found and
are not categorised by objects. The polygon conversion is used to reduce these
isolated outline cells to polygons each described by a set of control points (see
Algorithm 2).
The conversion starts by withdrawing the ﬁrst cell cinit in the outline list and
initializes the ﬁrst polygon P using this particular cell. This initial cell belongs to
an outline which means that two of the neighbouring cardinal cells are part of the
same outline. Identifying such a neighbouring cell yields a direction of movement
which is used to follow the outline. While moving along the outline, the algorithm
removes each cell from the outline list. If the next cell along the direction of
movement is not element of the outline list, a change of direction is required
(see Fig. 11). In this case, the respective corner cell is added to P and a new
cardinal direction of movement is determined. Repeating this procedure until
the outline of the speciﬁc object or boundary is closed (i.e. the next temporary
cell is the initial cell), the polygon is stored and the next polygon is initialised.
When the list of the outline cells is empty, all polygons have been identiﬁed and
the conversion algorithm terminates as shown in Fig. 12(b).
Applying the complete sequence of algorithms to a recording of the 6 × 6 m
evaluation space (see Fig. 8(a)) results in roughly 100 polygons. Clearly, the
ideal number of polygons for this particular room would be two (one for the
outer boundary and one for the obstacle in the center). However, the creation of
artefacts during the fusion of the diﬀerent sub-maps adds a polygon per artefact
regardless of its size. The number of artefacts signiﬁcantly increases the run-time

Fig. 11. Change of direction during polygon conversion. 1. algorithm moves along the
outline (red); 2. Cell (light grey) on the outline is evaluated, not yet identiﬁed as a
corner cell; 3. Cell (yellow) is not element of the outline list, since it is not part of the
outline. Therefore, the light grey cell is identiﬁed as a corner cell and is added to the
polygon; 4. Cell south of the corner is checked, but not found in the outline list; 5. Cell
in the north is checked, detected in the outline list and the direction of movement is
changed towards north. (Color ﬁgure online)
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(a) Outline determination - the flood fill
is initialised from the red user position and detects all cells connected
to the walkable area.
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(b) Polygon extraction - all corner points
of the obstacle and the boundary are
identified and marked.

Fig. 12. Simulating the polygon extraction - red: user position, green: free space, cyan:
pending space, grey: occupied space, black: identiﬁed outline, yellow: identiﬁed corners
forming the polygons. (Color ﬁgure online)

and may exceed 100 ms per geometry extraction, which renders the algorithm
sequence inapplicable for a real-time implementation.

4

S2C Initialization

The run-time poses a signiﬁcant issue for an S2C implementation relying on
the information provided by the geometry extraction alone. Additional calculations and rendering put even more strain on the notebook which further reduces
the framerate of the geometry extraction. In order to avoid this issue, a simple
tracking space is initialised with a squared base area which needs to be free of
obstacles. In that way, even though the information from the geometry extraction is not available during the ﬁrst few frames, the S2C can refer to a safe
environment. This square starts with 2 × 2 m edge length and forms a dynamically allocated artiﬁcial boundary. The size of this boundary is then continuously
expanded as soon as an area close-by is explored. Since the initial square starts
with the user located in the center, the boundary of the initial tracking space is
at least 1 m away in each direction which coincides with the high resolution area
of the occupancy map allowing for a fast expansion. In this manner, the tracking space continuously grows until the physical boundaries are eventually met.
After each iteration in which the size or form of the tracking space is altered,
the center point of this current tracking space is updated such that the S2C
can adjust accordingly (see Fig. 13). Note that only the initial square needs to
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Fig. 13. S2C algorithm - the center of the tracking area is adjusted based on the
current tracking space. Green: free space before the expansion; grey: free space after
the expansion. (Color ﬁgure online)

Fig. 14. System Distribution - Splitting the systems running with diﬀerent frequencies
into subsystems to be calculated separately.
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be free of obstacles whereas any sort of obstructions are continuously added to
the tracking space. However, these objects cannot be considered in the standard
S2C algorithm. Nevertheless, every object is displayed using the wallwarner and
is considered as an obstacle and thus triggers a reset.
With this implementation, the S2C and safety algorithms form a separate
system which runs independently from the geometry extraction (see Fig. 14).
Whenever spatial information is generated by the extraction, a map update is
pushed to this main system. That way, the S2C and safety algorithms always rely
on the newest information and do not need updates with a constant framerate.

5

Discussion

Potential software improvements include applying smoothing ﬁlters to the world
map or discarding undersized objects to remove artefacts. Other than that,
upgrading the CPU of the SLAM device in order to have more computational
resources available would also allow to increase the resolution of the occupancy
grid which will also decrease the amount of artefacts. Additionally, the wireless
connection between the tablet and the external notebook poses a major issue.
Under the best conditions, a lag of roughly 60 ms is measured, which may already
be detected by a user in VR. Therefore, the best solution for this case would be a
wired connection to the sensor. In that case, the complete point cloud would be
available on the notebook allowing a higher resolution for the occupancy map.
However, even though a real-time implementation using only spatial data from
the sequence of algorithms presented here is not feasible at the moment, the
separation of the single systems shown in the implementation works reliably and
the S2C algorithm performs well for each individual iteration of the tracking
space. Accordingly, the longer the system runs, the larger and more detailed the
tracking space becomes. This results in the S2C algorithm triggering fewer resets
and less intrusive gains can be used.

6

Conclusion

In this paper, we showed an approach that bridges the gap between a mobile
SLAM tracking device and an existing RDW application on a conceptual level
with a simple initialization strategy. Both sub-maps created using depth measurements of the tablet run well in real-time, however, there are major run-time
issues during data transmission and processing in later stages which is addressed
with the shown initialization. Whereas an alternative connection for data transfer seems unavoidable for real-time spatial updates, both the world map fusion
and the geometry extraction can be improved on an algorithmic level by applying
ﬁlters (e.g. a Gaussian or a Laplacian ﬁlter for artefact removal) or other optimizations. Concluding, the algorithms described in this paper operate reliably
and can be adapted to any other system which provides a 3D depth point cloud
(e.g. an ARCore device). Tests with these algorithms using upgraded hardware,
for example with a system, where the SLAM device is separated from a depth
sensor to improve the run-time, should be conducted in the future.

52

C. Hirt et al.

7

Future Work

Besides run-time performance issues that were previously described, there are a
lot of unanswered questions regarding the handling of the environmental representation in the RDW application itself. So far, a RDW algorithm that relies only
on the current state of the user was used. However, if an active planning algorithm would be tested which evaluates potential future states (e.g. MPCRed),
the concept of the initialization would need to be redesigned, since the unknown
space needs to be considered for the planning horizon as well. Further, the planner needs to decide how the unknown space will be handled in general. Potential
approaches would involve a discount-based or a risk-based system, which emphasizes or penalizes exploration in unknown space respectively.

A

Design Variables

The design variables that have been used during the evaluations are listed in
Table 1. Note that these variables have been tuned for the sensors of the Google
Tango Yellowstone tablet and may not be used for other devices.
Table 1. Design variables used during the evaluation processes.
Design variable

Value

Conﬁdence Threshold cT

3

RANSAC Iterations k

5

Alignment Distance dA

20 mm

Alignment Orientation αA 5◦
Occupancy Map nf ree

5

Occupancy Map nocc

5

Occupancy Map ncells

756

Saturation Value Γmax,min ±5
Smallest Bounding Box

±7.5 m
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